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Borrows and Borrow Tracking
• Ownership discipline for safe memory management: every value has a unique owner 

• Borrows — references with temporary access to values without ownership transfer 

• Borrow tracking — statically ensuring that no borrow outlives its value’s owner
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Move Language
• Rust-inspired ownership:  

memory safety without garbage collection 

• Borrow propagation across call boundaries 

• Simpler than Rust: no lifetimes, no traits,  
no references inside records 

• Compiles to LLVM-style bytecode (MVIR):  
basic blocks, jumps, explicit temporaries

Move: A LanguageWith Programmable
Resources

Sam Blackshear, Evan Cheng, David L. Dill, Victor Gao, Ben Maurer, Todd Nowacki, Alistair Pott,
Shaz Qadeer, Rain, Dario Russi, Stephane Sezer, Tim Zakian, Runtian Zhou*

Abstract. We present Move, a safe and flexible programming language for the Libra Blockchain [1][2].
Move is an executable bytecode language used to implement custom transactions and smart contracts.
The key feature of Move is the ability to define custom resource types with semantics inspired by linear
logic [3]: a resource can never be copied or implicitly discarded, only moved between program storage
locations. These safety guarantees are enforced statically by Move’s type system. Despite these
special protections, resources are ordinary program values — they can be stored in data structures,
passed as arguments to procedures, and so on. First-class resources are a very general concept that
programmers can use not only to implement safe digital assets but also to write correct business
logic for wrapping assets and enforcing access control policies. The safety and expressivity of Move
have enabled us to implement significant parts of the Libra protocol in Move, including Libra coin,
transaction processing, and validator management.

1. Introduction

The advent of the internet and mobile broadband has connected billions of people globally, providing
access to knowledge, free communications, and a wide range of lower-cost, more convenient services.
This connectivity has also enabled more people to access the financial ecosystem. Yet, despite this
progress, access to financial services is still limited for those who need it most.

The mission of Libra is to change this state of affairs [1]. In this paper, we present Move, a new
programming language for implementing custom transaction logic and smart contracts in the Libra
protocol [2]. To introduce Move, we:

1. Describe the challenges of representing digital assets on a blockchain (Section 2).

2. Explain how our design for Move addresses these challenges (Section 3).

3. Give an example-oriented overview of Move’s key features and programming model (Section 4).

4. Dig into the technical details of the language and virtual machine design (Section 5, Section 6,
and Appendix A).

5. Conclude by summarizing the progress we have made on Move, describing our plans for lan-
guage evolution, and outlining our roadmap for supporting third-party Move code on the Libra
Blockchain (Section 7).

∗ The authors work at Calibra, a subsidiary of Facebook, Inc., and contribute this paper to the Libra Association
under a Creative Commons Attribution 4.0 International License.
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This work: a new simple approach for Borrow Tracking in Move
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enum S { Full {f: u64}, Empty }
struct P { x: S }

// Initially p.x = S::Full {f: 0}
w = &p.x.f;
u = &mut p.x;
*u = S::Empty;
read(w);

p : P

x : S

f: u64

Full

w
&u64

u
&mut S

Borrow Tracking in Move
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enum S { Full {f: u64}, Empty }
struct P { x: S }

// Initially p.x = S::Full {f: 0}
w = &p.x.f;
u = &mut p.x;
*u = S::Empty;
read(w);

p : P

x : S

Empty

???

Borrow Tracking in Move

w
&u64

u
&mut S
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Reference Paths as Regexes

Recall: no references within data structures

w
&u64

p
&mut P [x]·[Full.f] 

w = &p.x.f;
u = &mut p.x;

An edge is a path between references

enum S { Full {f: u64}, Empty }
struct P { x: S }
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w
&u64

u
&mut S

p
&mut P

[x]

[x]·[Full.f] 

An edge is a path between references

w = &p.x.f;
u = &mut p.x;

enum S { Full {f: u64}, Empty }
struct P { x: S }

Reference Paths as Regexes
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Field Borrows are Regex Derivatives

w
&u64

u
&mut S

p
&mut P

[x]

[x]·[Full.f] 

path(u, w) = δ([x·Full.f], x) = [Full.f]

[Full.f]

Taking a derivative = “stripping the prefix”

Brzozowski, Derivatives of Regular Expressions, JACM 11(4), 1964.

w = &p.x.f;
u = &mut p.x;

https://doi.org/10.1145/321239.321249


self-aliases are ok
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Write Safety as Regex Emptiness Check

w
&u64

u
&mut S

[Full.f]

w = &p.x.f;
u = &mut p.x;
*u = S::Empty;
read(w);

Idea: check for outgoing paths: ∀ v, ℒ(paths(u, v)) ⊆ {ε}
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Borrow Tracking across Calls

p = borrow_point(b);
px = &mut p.x;
py = &mut p.y;
*px = 5;
*﻿py = 8;

fn borrow_point(b: &mut Box): &mut Point;

Writes to disjoin paths are acceptable! 

py
&mut u64

[y]

[x]
px

&mut u64

p
&mut Point

b
&mut Box

.*



path mapping: ARef × ARef → Regex 
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Metatheory: MoveLight
Tracking Borrows with Regular Expressions 389:9

Types 𝜏 ∶∶= u64 ∣ bool ∣ unit ∣ { 𝑓 ∶ 𝜏 } (basic types)𝑇 ∶∶= basic(𝜏 ) ∣ ref(𝜏 , 𝜌, 𝑘) (move types)𝑘 ∶∶= I ∣ M (borrow kind)
Abstract references 𝜌 ∶∶= 𝜌0 ∣ 𝜌𝑛 ∣ 𝜌𝑥 (root, allocated, parameter)
Expressions 𝑒 ∶∶= copy(𝑥) ∣ move(𝑥) ∣ borrow𝑘(𝑥) ∣ 𝑛 ∣ 𝑏 (variable use, literals)∣ borrow-field𝑘(𝑎, 𝜏 , 𝑓 ) ∣ read-ref(𝑎) (field borrow, deref)∣ freeze(𝑎) ∣ pack(id, 𝑓 ↦ 𝑎) (freeze, struct pack)∣ 𝑎1 ⊕ 𝑎2 (binary operation)

Statements 𝑠 ∶∶= let 𝑎 = 𝑒; 𝑠 ∣ 𝑓 ↦ 𝑎 = unpack(𝑏); 𝑠 (bind, unpack)∣ 𝑎 = 𝑔(𝑏); 𝑠 ∣ 𝑥 ∶= 𝑎; 𝑠 (call, assign)∣ ∗𝑎1 ∶= 𝑎2; 𝑠 ∣ release(𝑎); 𝑠 (write-ref, release)∣ ret(𝑎) ∣ jump(𝐿) ∣ branch(𝑎, 𝐿1, 𝐿2) ∣ abort(𝑎) (terminal)

Fig. 8. MoveLight syntax. Metavariable 𝑎 ranges over sites, 𝑥 over variables, 𝑓 over fields, 𝐿 over labels.

approach subsumes these operations with a single uniform mechanism: the extend operation,
where Brzozowski derivatives handle edge decomposition automatically. The .∗ extension conser-
vatively covers all reachable fields, yet subsequent derivatives can still distinguish disjoint paths
(𝛿(r, l) = ∅) from overlapping ones (𝛿((x ⋅ f), x) = f).

The call protocol above is complemented by the static checks done at return sites. At a return
statement, the type checker verifies that the returned values have the declared return types and
that no returned reference has a path from the root 𝜌0 (otherwise the caller would receive a
dangling pointer to a local variable). Additionally, every returned mutable reference must pass
check_outbound, ensuring it has no non-trivial outbound paths to non-returned references. No
returned mutable reference may alias any other returned reference: the language ℒ(paths(𝜌𝑗 , 𝜌𝑖))
must be empty (not merely ⊆ {𝜀}) when 𝜌𝑖 is mutable; immutable returns may alias freely. In Fig. 7,
the return on line 6 is safe: the returned reference borrows a field of the input parameter p (not a
local), so it has no path from 𝜌0, and check_outbound passes since it is the only returned value.

3 Formal Model
We now present MoveLight, a formal calculus that faithfully and completely captures the essence
of MoveIR, together with our novel typing rules, operational semantics, an soundness argument.

3.1 MoveLight
Fig. 8 defines the grammar of MoveLight. Types are either basic types (u64, bool, unit, records)
or reference types ref(𝜏 , 𝜌, 𝑘), where 𝜏 is the referent type, 𝜌 is an abstract reference, and 𝑘 is the
borrowing kind (mutable or immutable). Embedding 𝜌 directly in the type simplifies environment
bookkeeping: the typing rules can read and update a reference’s identity without a separate lookup,
while type compatibility for reference types ignores the 𝜌 component. Abstract references come in
three kinds: 𝜌0 represents the local stack frame, 𝜌𝑛 is allocated at borrow time, and 𝜌𝑥 is introduced
by a function parameter. The type system treats these kinds differently: parameter references may
outlive the callee’s frame, so the return rule must ensure that no allocated reference escapes.

MoveLight is faithful to MoveIR but uses the Administrative Normal Form (ANF) [18]: every in-
termediate result is bound to a named temporary called a site. A site is a typed slot in the current
stack frame that holds the value produced by an expression before it is consumed by a subsequent
operation. Expressions produce values bound to sites; statements consume sites and update the
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formalization-friendly language between Move and MVIR

<latexit sha1_base64="A4b/pcKfYJkXsYe74jeLQx9PRnQ=">AAACHXicbVDLSgMxFM3Ud32NunQTLIILKTNSVHQjutCFi4p9QaeUO5m0DU1mhiQjlKE/4sZfceNCERduxL8x03ahrQdCDufcm5t7/JgzpR3n28rNzS8sLi2v5FfX1jc27a3tmooSSWiVRDySDR8U5SykVc00p41YUhA+p3W/f5X59QcqFYvCih7EtCWgG7IOI6CN1LZL3q0pDuAce9cgRHbfs66AQ+yVGfYeAlA9rPAZ9iLzTDYlrQzbdsEpOiPgWeJOSAFNUG7bn14QkUTQUBMOSjVdJ9atFKRmhNNh3ksUjYH0oUubhoYgqGqlo+2GeN8oAe5E0pxQ45H6uyMFodRA+KZSgO6paS8T//Oaie6ctlIWxommIRkP6iQc6whnUeGASUo0HxgCRDLzV0x6IIFoE2jehOBOrzxLakdF97h4fFcqXFxO4lhGu2gPHSAXnaALdIPKqIoIekTP6BW9WU/Wi/VufYxLc9akZwf9gfX1A/froKk=</latexit>

!;”;#,$ → s : T

temp  
env’t

label  
env’t

return 
types

statement

variable  
env’t
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Type Soundness
<latexit sha1_base64="A4b/pcKfYJkXsYe74jeLQx9PRnQ=">AAACHXicbVDLSgMxFM3Ud32NunQTLIILKTNSVHQjutCFi4p9QaeUO5m0DU1mhiQjlKE/4sZfceNCERduxL8x03ahrQdCDufcm5t7/JgzpR3n28rNzS8sLi2v5FfX1jc27a3tmooSSWiVRDySDR8U5SykVc00p41YUhA+p3W/f5X59QcqFYvCih7EtCWgG7IOI6CN1LZL3q0pDuAce9cgRHbfs66AQ+yVGfYeAlA9rPAZ9iLzTDYlrQzbdsEpOiPgWeJOSAFNUG7bn14QkUTQUBMOSjVdJ9atFKRmhNNh3ksUjYH0oUubhoYgqGqlo+2GeN8oAe5E0pxQ45H6uyMFodRA+KZSgO6paS8T//Oaie6ctlIWxommIRkP6iQc6whnUeGASUo0HxgCRDLzV0x6IIFoE2jehOBOrzxLakdF97h4fFcqXFxO4lhGu2gPHSAXnaALdIPKqIoIekTP6BW9WU/Wi/VufYxLc9akZwf9gfX1A/froKk=</latexit>

!;”;#,$ → s : T
389:14 Todd Nowacki, Sam Blackshear, John Mitchell, Shaz Qadeer, and Ilya Sergey

Preventable errors Description

danglingRef read/write through freed reference
uninitializedVar access to moved/uninitialised variable
uninitializedSite access to uninitialised site
typeMismatch runtime type mismatch
arityMismatch wrong number of arguments
unknownFunction call to undefined function
unknownLabel jump to undefined label
invalidFieldAccess field not present in record

Acceptable errors

divisionByZero division by zero
outOfFuel execution step limit exceeded
aborted explicit abort

Fig. 12. Classification of runtime errors.

Fig. 11 presents selected transition rules; we high-
light several. S-Move copies the value from 𝑥 ’s heap
location into site 𝑎 and sets 𝒱(𝑥) to None, mak-
ing any subsequent access to 𝑥 a runtime error—
the run-time counterpart of the typing rule’s invalid
marker. S-WRiteRef is the most delicate: it reads
the reference in 𝑎 to obtain a location-path pair(ℓ, 𝑝), then uses ℋ.write to overwrite the sub-value
at path 𝑝 within ℋ(ℓ); the typing rule T-WRiteRef
(Fig. 9) guarantees that old and new values share
the same type, so the heap remains well-formed. S-
Call pushes the current frame (including the con-
tinuation 𝑠 and result sites 𝑎) onto the stack via
push, allocates the callee’s parameters on the heap, and jumps to the callee’s entry block with
a fresh site store; S-Ret pops the stack and binds returned values to the caller’s result sites.

The figure shows only successful transitions; when a premise fails, e.g., 𝒱(𝑥) = None in S-Copy
or S-BoRRow, or ℋ.read(ℓ, 𝑝) returning nothing in S-ReadRef—the machine transitions to one of
the error states classified in Fig. 12. Ourmechanisation uses a standard fuel-based semantics [1, 38]:
the step function consumes one unit of fuel per transition and returns outOfFuel when the supply
is exhausted.The rules in Fig. 11 elide this counter for clarity; the soundness theorem (Theorem 3.1)
quantifies over all fuel values, ensuring that no finite execution reaches a preventable error.

When a safety violation is detected at runtime, the machine transitions to an error state. Fig. 12
classifies the runtime errors; those in the preventable section are precisely those excluded by our
type soundness theorem. The distinction between preventable and acceptable errors is a design
choice: division by zero, explicit aborts, and running out of gas (execution fuel) are runtime-
dependent and cannot be statically excluded without significantly restricting the language or mak-
ing type system too complicated. The presented type system guarantees that, given well-formed
inputs, no well-typed program reaches any of the preventable error states.

3.4 Soundness
The type system guarantees that a well-typed program never reaches a preventable error state
(Fig. 12). Among the preventable errors, the most interesting are danglingRef (accessing a freed
heap location, prevented by the path environment’s tracking of borrow lifetimes), uninitialized-
Var (use-after-move, prevented by the invalid marker in Γ), and typeMismatch (writing a value
of the wrong type through a reference, prevented by the check_outbound check in T-WRiteRef).
The remaining preventable errors—uninitialised sites, arity mismatches, unknown functions and
labels, invalid field accesses—are excluded by straightforward syntactic checks in the typing rules.

TheoRem 3.1 (Type Soundness). If function 𝑓 is well-typed, all callees satisfy their type signa-
tures, and the initial configuration satisfies the soundness assumptions, then for every preventable
error 𝑒 and every number of steps 𝑛, executing 𝑓 for 𝑛 steps does not produce 𝑒.
The proof follows the standard progress/preservation technique [43]. Progress is straightforward:
given a well-typed state, the machine can either take a step or has reached a terminal ret, and any
step it takes does not produce a preventable error. Preservation is the actual challenging part: it
proceeds by case analysis on the typing rule that typed the current statement (41 cases in total in
our formalisation) and maintains a well-typed state invariant connecting the type environment to
the concrete machine state via a reference map 𝜇 ∶ Aref → Loc that translates abstract references
to heap locations. The invariant comprises 29 clauses, grouped as follows:
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runtime error classification

Theorem (Type Soundness): If function 𝑓 is well-typed,  
all its callees satisfy their type signatures, then no  
execution of 𝑓 from a well-formed initial state 
produces a preventable error.

389:20 Todd Nowacki, Sam Blackshear, John Mitchell, Shaz Qadeer, and Ilya Sergey
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Fig. 17. Daily commit intensity during the active development phase (27 days). The soundness proof push
(days 8–20) dominates, with peaks at the weakening proofs (day 13) and the call rule preservation (day 17).

Runtime conformance. To address the trust point (b), we performed lightweight conformance
testing of the operational semantics, checking on 31 programs that their outcome (error or suc-
cessful termination) is consistent with the outcome of the corresponding Move programs. We did
not perform instruction-level conformance testing (e.g. comparing intermediate machine states)
due to time constraints, so we leave deeper runtime conformance testing to future work.

Non-vacuity of assumptions. The type soundness theorem takes a function definition, a label
environment, an enum environment, a function environment, a heap, and a list of argument values:

theorem type_soundness (f : FunDef) (lenv : LabelEnv) (enumEnv : EnumEnv)
(funEnv : AssocMap Id FunDef) (args : List Value) (heap : Heap)
(htyped : typecheck_fun f lenv enumEnv) (hfunEnv : ∀ fname fdef, ...)
(ha : SoundnessAssumptions f lenv enumEnv funEnv heap args)
(e : RuntimeError) (hna : ¬e.isAcceptable) :∀ n, run n (initState f funEnv args) ≠ .error e

The premises require that the function type-checks (htyped), every function it calls is type-safe
(hfunEnv), and the input satisfies well-formedness conditions (ha). The conclusion states that for
any non-acceptable error e and fuel bound n, execution never produces that error. SoundnessAs-
sumptions is a Lean record that bundles 23 preconditions: well-formedness of label environments,
type compatibility of arguments with parameters, distinctness of parameter references, heap well-
formedness, completeness of label-to-block mappings, and structural invariants on the enum en-
vironment. To guard against vacuously false assumptions, we developed a decidable checker that
collapses all 23 preconditions plus the type-checking judgement into a single Boolean test:

theorem type_soundness_dec (f : FunDef) (lenvDec : LabelEnvDec) ...
(hdec : SoundnessAssumptions.checkDecidable f lenvDec enumEnv funEnv fte heap args = true)
(e : RuntimeError) (hna : ¬e.isAcceptable) : ∀ n, run n (initState f funEnv args) ≠ .error e

For each of the 31 runtime test programs, we instantiate type_soundness_dec and discharge is
precondition via Lean evaluator, producing a machine-checked certificate that the specific run
cannot produce any preventable error.This is per-execution safety: each certificate is independently
verifiable by Lean’s kernel, ensuring that the assumptions are satisfiable for concrete inputs.

5.3 What Has Not Been Mechanised
Our current formalisation omits several features of MoveIR: generics (the borrow checker operates
on monomorphised code, so this is a matter of adding a monomorphisation pass), abilities such as

Proc. ACM Program. Lang., Vol. 10, No. OOPSLA2, Article 389. Publication date: October 2026.
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any non-acceptable error e and fuel bound n, execution never produces that error. SoundnessAs-
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vironment. To guard against vacuously false assumptions, we developed a decidable checker that
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cannot produce any preventable error.This is per-execution safety: each certificate is independently
verifiable by Lean’s kernel, ensuring that the assumptions are satisfiable for concrete inputs.

5.3 What Has Not Been Mechanised
Our current formalisation omits several features of MoveIR: generics (the borrow checker operates
on monomorphised code, so this is a matter of adding a monomorphisation pass), abilities such as
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Type Soundness at Scale

def check_fun f lenv enumEnv : Bool := …

theorem check_fun_sound : ∀ f lenv enumEnv,
check_fun f lenv enumEnv = true →
typecheck_fun f lenv enumEnv

sound executable 
type checking

fn check_fun(f: &FunDef, lenv: &LabelEnv, enum_env: &EnumEnv) -> bool {…}

differentially tested 
on 156 litmus tests



Key Take-Aways

• Regex operations give natural treatment for borrow tracking in types 

• The approach works in a production language: Move 

• Sound executable type checking is a way to typing adequacy at scale 

• The POPLMark Challenge is Dead
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github.com/ilyasergey/lean-move
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Abstract. How close are we to a world where every paper on program-
ming languages is accompanied by an electronic appendix with machine-
checked proofs?
We propose an initial set of benchmarks for measuring progress in this
area. Based on the metatheory of System F<:, a typed lambda-calculus
with second-order polymorphism, subtyping, and records, these bench-
marks embody many aspects of programming languages that are chal-
lenging to formalize: variable binding at both the term and type levels,
syntactic forms with variable numbers of components (including binders),
and proofs demanding complex induction principles. We hope that these
benchmarks will help clarify the current state of the art, provide a basis
for comparing competing technologies, and motivate further research.

1 Introduction

Many proofs about programming languages are long, straightforward, and te-
dious, with just a few interesting cases. Their complexity arises from the man-
agement of many details rather than from deep conceptual difficulties; yet small
mistakes or overlooked cases can invalidate large amounts of work. These effects
are amplified as languages scale: it becomes hard to keep definitions and proofs
consistent, to reuse work, and to ensure tight relationships between theory and
implementations. Automated proof assistants offer the hope of significantly eas-
ing these problems. However, despite much encouraging progress in recent years
and the availability of several mature tools (ACL2 [26], Coq [3], HOL [18], HOL
Light [21], Isabelle [35], Lego [28], NuPRL [7], PVS [40], Twelf [42], etc.), their
use is still not commonplace.

We believe that the time is ripe to join the efforts of the two communities,
bringing developers of automated proof assistants together with a large pool
of eager potential clients—programming language designers and researchers. In
particular, we would like to answer two questions:

17 https://www.cl.cam.ac.uk/~pes20/poplmark.pdf
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We’re already here.

18



389:20 Todd Nowacki, Sam Blackshear, John Mitchell, Shaz Qadeer, and Ilya Sergey

days

commits

alg
or

ith
m
ic

ty
pi
ng

in
fra

str
uc

tu
re

so
un

dn
es
sp

ro
of
s

te
st
in
g

ve
ct
or

s

en
um

s

5

10

15

20

5 10 15 20 25

weakening
call rule done

zero sorrys

Fig. 17. Daily commit intensity during the active development phase (27 days). The soundness proof push
(days 8–20) dominates, with peaks at the weakening proofs (day 13) and the call rule preservation (day 17).

Runtime conformance. To address the trust point (b), we performed lightweight conformance
testing of the operational semantics, checking on 31 programs that their outcome (error or suc-
cessful termination) is consistent with the outcome of the corresponding Move programs. We did
not perform instruction-level conformance testing (e.g. comparing intermediate machine states)
due to time constraints, so we leave deeper runtime conformance testing to future work.

Non-vacuity of assumptions. The type soundness theorem takes a function definition, a label
environment, an enum environment, a function environment, a heap, and a list of argument values:
theorem type_soundness (f : FunDef) (lenv : LabelEnv) (enumEnv : EnumEnv)
(funEnv : AssocMap Id FunDef) (args : List Value) (heap : Heap)
(htyped : typecheck_fun f lenv enumEnv) (hfunEnv : ∀ fname fdef, ...)
(ha : SoundnessAssumptions f lenv enumEnv funEnv heap args)
(e : RuntimeError) (hna : ¬e.isAcceptable) :∀ n, run n (initState f funEnv args) ≠ .error e

The premises require that the function type-checks (htyped), every function it calls is type-safe
(hfunEnv), and the input satisfies well-formedness conditions (ha). The conclusion states that for
any non-acceptable error e and fuel bound n, execution never produces that error. SoundnessAs-
sumptions is a Lean record that bundles 23 preconditions: well-formedness of label environments,
type compatibility of arguments with parameters, distinctness of parameter references, heap well-
formedness, completeness of label-to-block mappings, and structural invariants on the enum en-
vironment. To guard against vacuously false assumptions, we developed a decidable checker that
collapses all 23 preconditions plus the type-checking judgement into a single Boolean test:
theorem type_soundness_dec (f : FunDef) (lenvDec : LabelEnvDec) ...
(hdec : SoundnessAssumptions.checkDecidable f lenvDec enumEnv funEnv fte heap args = true)
(e : RuntimeError) (hna : ¬e.isAcceptable) : ∀ n, run n (initState f funEnv args) ≠ .error e

For each of the 31 runtime test programs, we instantiate type_soundness_dec and discharge is
precondition via Lean evaluator, producing a machine-checked certificate that the specific run
cannot produce any preventable error.This is per-execution safety: each certificate is independently
verifiable by Lean’s kernel, ensuring that the assumptions are satisfiable for concrete inputs.

5.3 What Has Not Been Mechanised
Our current formalisation omits several features of MoveIR: generics (the borrow checker operates
on monomorphised code, so this is a matter of adding a monomorphisation pass), abilities such as

Proc. ACM Program. Lang., Vol. 10, No. OOPSLA2, Article 389. Publication date: October 2026.

Proof Effort for This Paper
39,000 lines of Lean, 267 commits, 27 active working days in Feb 2026*

* using Claude Opus 4.619github.com/ilyasergey/lean-move
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Timeline since February 2026
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gets 600 

submissions

“we verify the xv6 OS kernel (6,593 lines of C and assembly code)”
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When evidence becomes cheaper, 
what should a strong PL paper contribute?

• Moonshot-like evaluation: it’s time to be ambitious! 

• Bolder ideas, whose impact is amplified by AI, not just enabled by it.

Thanks!proofsandintuitions.net


